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1. Abstract.
The massive integration of Al technology into the lives of many people, multimodal systems
have served as tool complete tasks , often done by humans, but with higher accuracy and better
precision. Utilizing datasets and other large amounts of sources, multimodal systems are able to
conduct virtual almost every task and with the rise in GPT systems like ChatGPT, the efficiency
and reliability of systems are likely to improve in the coming years, however; these experience
complexities and subsequent failures in processing visual data, which often lead wide limitations
in many GPT systems. In our project we investigated the failures of multimodal systems and
engineered a ViLT-script model to optimize data visualization in GPT models.

2. Introduction
As Large Language Models (LLMs) become an increasingly vital component in various Al
applications, understanding their security vulnerabilities and the effectiveness of defense
mechanisms is crucial. These models attempt to imitate the human ability to combine
information from different modalities to understand and interact with the world, in order to build
more sophisticated Al systems. Despite their potential, multimodal models often fail in
unexpected ways. These failures can be due to various reasons such as: Direct and Indirect
Prompt Hacking (Lui et al. 2024) in which the input prompt is manipulated to influence the
output of the LLM, and Adversarial Attacks (Zou et al. 2023) in the form of various types of data
poisoning (Wan et al. 2023 ) and backdoor attacks () in which the model’s vulnerabilities are
exploited the vulnerabilities of machine learning models to manipulate their behavior.

Understanding and mitigating these failures is essential for developing robust and reliable Al
systems. Error analysis helps in understanding the specific conditions under which the model
fails, whether due to certain types of questions, visual features, or the interaction between texts
and images. Robustness testing, including the use of adversarial examples, further aids in
assessing how well models can handle unexpected or challenging inputs, ultimately guiding the
development of more resilient Al systems.

This research specifically focuses on the Vision-and-Language (ViLT) model and its
performance on the Visual Question Answering (VQA) v2 dataset. ViLT represents an approach
to handling visual and textual data, but like other multimodal systems, it is prone to various
failure modes. By investigating these failure modes in the context of VQA, a task that requires
the model to answer questions based on visual input, this research aims to uncover deeper
insights into the weaknesses of such systems.
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Related Works

Mass-Producing Failures of Multimodal Systems with Language Models
MULTIMON (Tong et al. 2023) works to identify systematic failures in multimodal
systems by scraping corpora for examples of erroneous agreement and then prompting a
language model to find and describe these systematic patterns of failure in natural
language. This approach has revealed failures such as ignoring quantifiers, failing to
encode negation, and struggling with spatial and numerical differences, all of which
significantly affect model performance across different multimodal systems.

Investigating the Catastrophic Forgetting in Multimodal Large Language Models
(Zhai et al. 2024) introduced the EMT (Evaluating MulTimodality) framework to
evaluate catastrophic forgetting by treating MLLMs as image classifiers. They applied
EMT to several fine-tuned MLLMs and discovered that these models often fail to
maintain the performance levels of their vision encoders on standard image classification
tasks. During the fine-tuning process of models like LLaVA, they observed that initial
fine-tuning can enhance performance across different datasets. However, as fine-tuning
continues, the models generate irrelevant outputs and lose generalizability.

Vision-Language Pre-training: Basics, Recent Advances, and Future Trends

(Gan et al. 2023) highlighted the progress made in VLP for tasks such as image
captioning, image-text retrieval, visual question answering (VQA), and visual grounding.
They also discussed advanced topics in VLP, including the development of big
foundation models, unified modeling, few-shot learning, knowledge-enhanced VLP,
multilingual VLP, robustness, and model compression. The survey showcases the
advancements and challenges in VLP, providing a foundation for future research in
creating more robust and effective multimodal models.

3. Details

ViLT

ViLT (Vision-and-Language Transformer) is a model specifically designed to tackle tasks that
require the integration of visual and textual information, such as Visual Question Answering
(VQA). It employs a transformer architecture, which enables ViLT to effectively capture the
interactions between images and text. ViLT's design allows it to handle complex tasks with fewer
parameters than traditional models, reducing computational load and improving scalability. Its
versatility extends beyond VQA to other vision-and-language tasks, such as image captioning,
visual reasoning, and even multimodal retrieval, making it a robust tool in multimodal Al
research. The model breaks images into patches, embeds these patches into vectors, and then
processes the vectors using the transformer. This transformer-based approach not only enhances



time efficiency but also simplifies the process of integrating visual and textual information,
making ViLT a preferred choice for a wide range of applications for our research.

VQA v.2

VQA v.2 was the dataset that we decided to use to evaluate our model. It contains over 265,000
images and 1.1 million questions, allowing our model to gain a broad and diverse comprehension
of visual and textual data. The VQA v.2 dataset pairs images with appropriate questions, which
vary in type and reasoning, ranging from boolean to numerical questions. The dataset is
well-structured, including ground truths for the questions, making it easy to detect when the
model has made an error. This comprehensive coverage of different question types and the
inclusion of challenging examples ensures that our model is rigorously tested across a wide range
of scenarios, ultimately improving its ability to generalize and perform accurately.

4. Methodology

Our efforts to rectify the errors and shortcomings of our model boil down to three components:
evaluation, data augmentation and fine-tuning. To start, we picked a pre-trained ViLT model
from Huggingface and loaded the model onto a Google Colab. Huggingface was our primary
source of datasets, but we did load the VQAv2 datasets used for data augmentation through
extracting their zip files. We evaluated the model using a validation dataset in order to have
baseline metrics that measure the performance of the model. This allowed us to track the changes
in performance and check if the model was improving.

Evaluation code:



def evaluate_model (num_samples=100):
predicted_answers = []
ground_truths = []

for i in range(num_samples):
annotation = annotations['annotations'][1i]
question = questions[ 'questions’][i]

image_id = annotation['image id']
image_path = os.path.join(images_dir, f'COCO_val2e14 {image_id:e12d}.jpg")

if os.path.exists(image path):
image = Image.open(image_path).convert("RGB")
image = image.resize( (256, 256))

inputs = processor(images=image, text=question['question’], return_tensors="pt")
outputs = model(**inputs)

predicted _idx = outputs.logits.argmax(-1).item()

predicted_answer = model.config.id2label[predicted idx]
predicted_answers.append(predicted_answer)

ground_truths.append(annotation[ ‘multiple choice_answer'])

print(f"Image ID: {image_id}")

print(f"Question: {question['question']}")

print(f"Predicted Answer: {predicted_answer}")

print(f"Ground Truth: {annotation|'multiple choice answer']}")
print("\n" + "="*58 + "\n")

return predicted_answers, ground_ truths

predicted_answers, ground_truths = evaluate_model(num_samples=100)

accuracy = accuracy_score(ground truths, predicted answers)
print(f"Accuracy: {accuracy:.2f}")

The base model could answer basic questions well enough (baseline accuracy was 72%) but it
would struggle whenever images were blurry or weren’t right-side up. For this data augmentation
was necessary. There are two types of data augmentation: text augmentation and image
augmentation. Image augmentation involves applying various augmenters to the images that
modify it in ways such as: rotating the image, mirroring the image vertically or horizontally,
applying blurry filters to the image, etc. Text augmentation works in a similar fashion. For
example, it could add unnecessary words to question prompts in an attempt to trick the model.

Data augmentation code:



# Image augmenters

train_transforms = A.Compose([
A.HorizontalFlip(p=0.5),
A.VerticalFlip(p=0.5)

D

# Textual augmenters
textual_swap_augmenter = naw.RandomWordAug(action="swap")
textual augmenter = naw.ContextualWordEmbsAug(model path='bert-base-uncased', action="insert")

def load_image(image path):
try:
return Image.open(image_path)
except Exception as e:
print(f"Error loading image {image_path}: {e}")
return None

def augment data(image_paths, questions, ground_truths)
augmented_images = []
augmented_questions = []
augmented_ground_truths = []

for image_path, question, ground_truth in tqdm(zip(image_paths, questions, ground_truths), 'Augmenting data...’):
original_image = load_image(image_path)
if original_image is None:
continue

# Apply augmentations

for _ in range(3):
augmented_image = train_transforms(image=np.array(original_image))[ 'image’]
augmented_image = Image.fromarray(augmented image)

# Apply textual augmentations
if np.random.rand() > @.5:

augmented_question = textual_swap_augmenter.augment (question)[@]
else:

augmented_question = textual augmenter.augment(question)[@]

augmented_images.append(augmented_image)
augmented_questions.append(augmented_question)
augmented_ground_truths.append(ground_truth)

return augmented_images, augmented_questions, augmented_ground_truths

We could then fine-tune the model on this augmented data which would give the model a much
more concrete and reliable grasp on the subjects and objects in the images. Furthermore, we
implemented functions in our code that helped the model improve its evaluation by checking for
things like semantic equivalence. Previously, the model only accepted exact answers. For
example, if the correct answer was “picnic table”, “table” would be given no credit even though
it was still correct. Enabling it to prioritize meaning over semantic precision improved the
accuracy to 77%.



# Function to check if answers are semantically equivalent

def is_semantically equivalent(pred, gt, threshold=0.8):
pred_embedding = semantic_model.encode(pred, convert to_tensor=True)
gt _embedding = semantic_model.encode(gt, convert to tensor=True)
similarity = util.pytorch_cos_sim(pred_embedding, gt embedding)
return similarity.item() >= threshold

Lastly, we would have to fine-tune the model on a separate dataset that was also geared towards
what we were interested in, which is general question answering. This would further enhance our
model’s performance specifically when it came to questions that involved simple subject
identification and description. Unfortunately, due to time constraints and other technical
problems we were unable to complete the fine-tuning of our model. This will have to be taken up
in a future study. Notwithstanding, the steps detailed in this report have already made an
improvement to the model’s performance. We hope that in the future we can run a more complete
study where we examine the effects of fine-tuning on the model’s accuracy.

S. Results
Q: Where exist he looking? Q: Where be he looking? Q: What is he on upside of?) Q: Where is he looking? Q: Where is he looking? Q: What is he on top of?
A: down A: down A: table A: down A: down " A: skateboard
GT: down GT: down GT: picnic table GT: down GT: down -

GT: picnic table
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Q: Where is atomic number 2 looking?  Q: What be the people in the backcloth doing? | |Q: What are the people in the background doing? Q: what are the people in the background doing;
A: nowhere A: watching A: watching A: watching
GT: down GT: watching GT: watching GT: watching
.

Through various testing and analysis of 4 text augmentations, certain text augmentations yielded
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the greater change in the model’s accuracy along with variation in description — putting in the
same image and seeing if the model would output a different description. Based on the results,
paraphrasing augmentation provided the most accuracy in analysis and lowest level of
uncertainty by maintaining the meaning of the text but rewriting the words differently.

Average Augmented Image/Text Accuracy
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Secondly, multilingual augmentation provides the second most accuracy in analysis but slight
uncertainty due its translation in spanish, other foreign languages, and translation back to
english. Overall this method still maintained context of the image being analyzed. Furthermore,
synonym augmentations provide the third most accuracy in analysis and slightly higher
uncertainty than the previous because it provides little improvement in results through
synonyms, but it is still very close to the original before any augmentations despite not fully
maintaining the image’s context. Finally, Contextual augmentation or switching the order of
context for the input as a method of text augmentation causes loss of cohesion and accuracy in
the ViLT script and ultimately causes vast uncertainty in errors in the models analysis. Based on
results provided, Qualitative factors played a significant role in affecting the performance of the
VIiLT script model.

Failure Variance € €4 4 <

Contextual Misunderstanding
Spatial Misinterpretation

@ Semantic Differences
Image Lighting/Shadows
Emotion

@ Image Quality

During testing we created six general categories shown above to demonstrate the kinds of image
related failures that can occur.

Below are some examples of what certain categories are:

Contextual Spatial Misinterpretation Image Lighting/ Shadows
Misunderstanding




Our model described this image | Our model determined the bed in this Our model mistakenly believed
as a meeting while technically image was a twin size mattress when in the shadow on the ground to not
reality it is a queen size mattress. be the shadow of a human
despite the set of feet being in
frame.

true, the better answer was a
wine tasting.

6. Conclusion

In our investigation, not only did we optimize the performance of GPT and other image-based
multimodal systems but investigate factors that played a significant role in the model’s failures
that may still puzzle many software engineers. In regards to variation in data sets, A lack of
variation does not contribute to the model’s failure but rather semantics and contextual flaws.
Furthermore even before fine tuning the ViLT script model, most ViLT scripts and other GPT
models have always been able to conduct fairly accurate image analysis and other human task,
however; many multimodal systems are vulnerable to non-cohesive context and typos in their
textual augmentation, but multilingual and paraphrasing augmentation techniques yield the most
accurate analysis of these visual data sets. With errors residing primarily in language and
context, our research explores a new insight into multimodal systems and their issue with closing
the disconnect between computer and human linguistics interpretation, which can help many
software engineers identify era of weakness to improve on when creating the most optimal and
efficient multimodal system.



