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Abstract

This paper will evaluate a recently proposed variant of a reinforcement learning (RL) algorithm
called Distributional Soft Actor-Critic (DSAC), combining elements of two successful
reinforcement learning algorithms: Distributional Reinforcement Learning (DRL), which uses
the distribution of returns in order to adapt to different scenarios and have an increased capacity
to learn different behaviors, and Soft-Actor Critic (SAC), which aims to maximize entropy
thereby encouraging exploration. In the Open AI Gymnasium environment, variations of this
DSAC algorithm that combine variants of Distributional RL such as Implicit Quantile Network
(IQN), Quantile Regression Deep Q-Network (QR DQN), and Fully-Parametrized Quantile
Function (FQF) combined with the SAC algorithm are tested and the optimal combination of
algorithms for DSAC is presented.
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1 Introduction to Reinforcement Learning

Reinforcement learning (RL) is a type of machine learning where an agent learns to make
decisions imitating the trial-and-error learning process humans use to reach their goals by taking
actions in an environment to maximize cumulative reward. This machine learning algorithm
focuses on determining the optimal policy to maximize the cumulative reward. Across society,
its applications can be seen such as personalizing treatment plans in medicine or effectively
allowing a robot to walk. RL allows for an agent to be in a new environment and learn the most
beneficial actions to maximize the total reward. However, if the policy is poorly designed, the
likelihood of maximizing the total reward diminishes [1].

Term Definition

Agent The component that makes the decision of
what action to take

Environment The physical space that the agent operates in

States (S) The state represents the current situation of
the agent in the environment.

Actions (A) Actions are the set of all possible moves the
agent can make.

Reward (R) The reward is a scalar feedback signal given
to the agent after it takes an action. The goal
of the agent is to maximize the cumulative
reward over time.

Policy (π) The policy is a strategy used by the agent to
determine the next action based on the current
state. It can be deterministic or stochastic.

Value Function (V) The value function estimates how good a
particular state-action pair is in terms of
expected cumulative reward. It helps the
agent evaluate the long-term benefits of
actions.

Exploration vs. Exploitation Balance exploring new actions to discover
their effects (exploration) and using the
known actions that yield the highest rewards
(exploitation).



REINFORCEMENT LEARNING: DISTRIBUTIONAL SOFT ACTOR CRITIC 4

Updating the Policy Through trial and error, the agent updates its
policy based on the rewards received.
Methods like Q-learning can be used to
approximate the value function and optimize
the policy.

Convergence Over time, the agent learns the optimal policy
that maximizes cumulative rewards by
fine-tuning its actions based on the states it
encounters.

Figure 1. A delineation of key Reinforcement Learning concepts fundamental to this research.

Distributional Reinforcement Learning

Distributional Reinforcement Learning (Distributional RL) is an extension of the classic RL
framework that focuses on modeling the full probability distribution of the returns, rather than
just the expected value. This results in a better understanding of the potential rewards, leading to
more adaptability for the agent.

Categorical DQN (C51)

C51 or Categorical DQN is the first proposed algorithm for Distributional Reinforcement
Learning. It was the first method to focus on the distribution of random returns received by an
agent after a particular action rather than using solely the expected returns. They use 51 atoms, or
value ranges, since they have found that to be the optimal number of bins under which the
distributions can be split up and show an overall improvement in reinforcement learning,
particularly, providing the agent with capabilities to adapt to different scenarios and have an
increased capacity to learn different behaviors. The way the algorithm works is that it first
initializes weights at random and observes the current state (s). It then enters a loop, where it first
selects an action (a), executes it, receives a reward (r), and observes the next state (s’). And then
it adds the tuple (s, a, s’, r) to its experience buffer. Next, it samples a mini-batch of experiences
from the buffer. It then updates the weights by minimizing the loss between the predicted
distribution and the target distribution, which it calculates using the distributional Bellman
equation involving the reward received and the distribution of returns for the next state,
discounted by the discount factor. As it goes through the loop, the algorithm refines its estimate
of the distribution of returns for each state-action pair. Over time, the agent becomes better at
predicting the range of possible returns and can choose actions that are not only optimal on
average but also take into account the variability and risk associated with different actions, and
have been proven to be better at risk-sensitivity and better performance in stochastic
environments [2].
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Implicit Quantile Network (IQN)

Implicit Quantile Network (IQN) is a variation on the distributional reinforcement learning
approach that uses the quantile function to estimate the distribution of returns for different
actions in a given state. By reparameterizing samples from a base distribution to quantile values
of a target distribution, the agent can better understand the range of possible returns and develop
risk-sensitive policies. IQN employs Quantile Regression to estimate relationships between
variables at specific quantiles, making it effective in handling outliers and skewed data. Its neural
network structure, similar to DQN, includes convolutional and fully-connected layers to estimate
action-values. The network computes embeddings for sample points and combines them to form
Z tau (x, a), capturing state-action-return relationships. As a deterministic parametric function,
IQN transforms samples to quantile values, providing an implicit representation of the return
distribution. This leads to robust policy performance and improved learning, which is
demonstrated by its success in Atari 2600 games [3].

Quantile Regression Deep Q-Network (QR DQN)

Quantile Regression DQN (QR-DQN) is another variation on the distributional reinforcement
learning approach. It uses the same neural network architecture as DQN, except the outer layer is
of the size |A| x N, which is the number of quantiles. This allows for a more detailed
approximation of the target distribution and greater clarity over towards the lower and upper
quantiles that have less probabilities, leading to better understanding and performance. QR-DQN
also uses quantile Huber loss by computing the distributional Bellman target, determining the
new action to maximize the state-action value, and generating the quantile regression loss. The
target values are then updated based on the quantiles and quantile regression loss is minimized to
improve the distributional approximation. QR-DQN also uses the Adam optimization algorithm
instead of RMSProp like previous DQN algorithms as Adam provides an adaptive learning rate
that is beneficial for optimizing the training process by adjusting the learning rates for each
parameter individually based on the past gradients [4].

Fully-Parameterized Quantile Function (FQF)

Fully-Parameterized Quantile Function (FQF) provides a more precise approximation of the
quantile function because it is fully parameterized, that is, both the quantile fraction axis (the
positions along the distribution where the quantile values are estimated) and value axis are
adjustable. This gives the algorithm more flexibility in how the distribution is modeled, leading
to more accurate approximations of the true distribution. The current state (x), action (a), reward
(r), next state (x'), and discount factor (gamma) are inputted into the algorithm. Next, using a
fraction proposal network, the quantile fractions for the current state-action pair are calculated. It
also calculates proposed fractions for the next state-action pairs for all possible actions. Then the
algorithm determines the greedy action by maximizing the Q-value for the next state. After that,
the loss function (L) is computed by comparing the quantile values of the current and next states
and the quantile fractions is updated accordingly. The update is calculated using the gradient of
the loss function with respect to the quantile fractions and that value is used to update the
network parameters (w1 and w2) accordingly. Finally, the algorithm outputs the updated
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Q-values based on the fully parameterized quantile function. Through multiple iterations, the
FQF algorithm is able to refine its quantile estimates [5].

Comparing the Distributional Reinforcement Learning Variants

The four algorithms all share common roots as being distributional reinforcement learning
algorithms, that is, they focus on the distributions of the returns rather than the expected value of
the returns. While the methods in which they represent the distribution of the returns vary, for
example, C51 uses 51 fixed atoms to represent the distribution of the returns, IQN uses the
quantile function to indirectly estimate the distribution of returns, QR-DQN directly estimates
quantiles of the return distribution, and FQF models the quantile function with adjustable
parameters for a more flexible return distribution. IQN and QR-DQN share the feature of using
quantile-based approaches to estimate the return distribution, while C51 and FQF focus on
specific return distributions through fixed atoms (C51) or parameterized quantile fractions
(FQF).

The four algorithms also share commonalities in their implementations. They all are based upon
a neural network architecture, consisting of convolutional and fully connected layers, and by
minimizing the loss function, finetune the hyper parameters to produce a more precise model. In
addition, they improve upon the greedy policy derived from the estimated value distributions,
leading to more informed action selection. The algorithms also use the distributional version of
the Bellman equation to compute the update of the return distribution by sampling the stored
experiences, which they also store in a similar manner using experience replay buffers.

In comparing the four algorithms’ results, they all tend to perform better than standard DQN
algorithms in reinforcement learning. They all have shown enhanced risk sensitivity, such that
the algorithm considers the variability in results and depending on agent’s seeking of highly
variable outcomes or tendencies of aversion towards such risk and finds balance between
maximizing reward and minimizing risk. However, compared with each other on the basis of
mean scores in Atari 2600 games measured as a percentage of the human baseline, from least to
highest the scores are: C51, QR-DQN, IQN, and FQF.

What sets FQF apart from other algorithms is the parameterization of both the quantile fraction
axis and the value axis of the distribution function while other algorithms do either one or the
other. C51 fixes the value axis of the distribution function and parameterizes only the probability
side to discrete fixed values that are learned through interactions with the environment. IQN
parameterizes the quantile values, but the quantile fractions are only sampled. But due to IQN’s
capacity to represent a wide range of quantile values, the full quantile function is approximated.
QR-DQN approximates the quantile function on fixed, uniform quantile fractions using quantile
regression, thereby parameterizing only the quantile value axis. The intricate parameterization
strategy involving a fraction proposal network and jointly training the quantile value and fraction
networks contribute to the advanced performance of FQF.
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Soft-Actor Critic

Soft Actor-Critic (SAC) is an off-policy deep reinforcement learning algorithm, that is, learning
one policy while following another. SAC focuses on maximizing entropy while ensuring
efficient learning and stability. SAC relies on an actor-critic framework with the actor being a
policy network that acts as an agent in generating actions based on the current state with the
goals of maximizing both entropy and reward. The critic is the Q-function network which
provides feedback on the value of the state-action pair and assists in policy optimization. SAC is
designed to converge to the optimal policy through soft policy iteration, which allows for the
exploration of policies that take into account stochasticity rather than simply choosing the most
greedy policy. Unlike deterministic policies, SAC's stochastic policies prevent converging too
soon and encourage exploration by maximizing the entropy of both the policy and value
function. The entropy in the policy prevents the policy variance from converging too quickly,
while in the value function, it promotes exploration by assigning higher values to regions of the
state space that lead to high-entropy behavior. SAC outperforms other deep reinforcement
learning methods in terms of sample efficiency, making it a better approach for robust and stable
performance in reinforcement learning tasks. However, despite SAC’s preference for stochastic
policies, the authors of the paper conclude that it is beneficial to have SAC converge to a
deterministic policy at the end for improved performance.

The SAC algorithm begins by initializing parameter vectors for the actor (ψ), target value
function ( ̄ψ), Q-function (θ), and policy (φ). During each iteration, the algorithm interacts with
the environment by selecting an action (at) based on the policy (πφ) and observing the next state
(st+1) following the transition dynamics (p). The experience tuple (st, at, r(st, at), st+1) is stored
in the replay buffer (D). In the gradient step, the algorithm updates the actor parameters (φ) in
the opposite direction of the gradient of the policy objective (Jπ) that measures the performance
of the policy and seeks to maximize the cumulative reward. The target value function parameters
(θ) are updated using the gradient of the Q-function objective (JQ). The actor parameters (ψ) are
updated based on the gradient of the value function (JV). Additionally, the target value function
parameters ( ̄ψ) are updated towards the parameters of the primary networks, soft update, using
the Polyak averaging with a hyperparameter τ. This process iterates over environment steps and
gradient steps to optimize the actor, Q-function, and value function parameters, ultimately
improving the performance of the Soft Actor-Critic algorithm [6].

2 Background on Distributional Soft-Actor Critic

Recently, Ma et al. combined SAC, which seeks to maximize entropy of a policy, with DRL, to
create a reinforcement algorithm that is more effective at solving tasks with a lower training time
[7]. This combination of SAC and DRL is called Distributional Soft-Actor Critic (DSAC). With
SAC and DRL both accounting for entropy, the exploitation of inconsistent patterns is minimized
by encouraging exploration. Nonetheless, an optimal balance between exploration and
exploitation is necessary for DSAC to perform efficiently. Moreover, this algorithm has several
characteristics that demonstrate improvement from its predecessors. One such aspect is utilizing
a distributional soft Bellman operator, and using quantile regression to estimate the soft
discounted return for continuous action tasks. As mentioned, this seeks to maximize entropy for
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exploration. Another aspect of improvement is considering risk-sensitive learning. Unlike
traditional RL that aims to minimize the sum of expected future rewards, this algorithm tends to
make informed, risky actions and learn the corresponding policies.

3 Methodology

In this research, we tested the Distributional Soft Actor-Critic (DSAC) algorithm across five
different environments: Ant-v3, HalfCheetah-v3, Hopper-v3, Walker2d-v3, and Humanoid-v3.
The primary aim was to assess the effectiveness of DSAC when combined with three different
distributional reinforcement learning algorithms: Implicit Quantile Network (IQN), Quantile
Regression Deep Q-Network (QR-DQN), and Fully-Parameterized Quantile Function (FQF).

MuJoCo stands for Multi-Joint dynamics with Contact. It is a general purpose physics engine
that aims to facilitate research and development in robotics, biomechanics, graphics animation,
and machine learning. We used the MuJoCo client physics engine for simulating the continuous
control tasks. The environments, including Ant-v3, HalfCheetah-v3, Hopper-v3, Walker2d-v3,
and Humanoid-v3, were all accessed through the OpenAI Gymnasium interface. The MuJoCo
engine provided accurate and efficient simulation, essential for evaluating the performance of the
DSAC algorithm across different scenarios [8].

In our implementation of the DSAC algorithm, we employ an actor-critic (AC) framework where
the critic is represented by a distributional soft-value network, and the actor is a stochastic policy
network. The AC framework enables simultaneous learning of both value and policy functions,
which is key to achieving the best performance in complex environments. The distributional
soft-value network (critic) is responsible for estimating the distribution of returns, rather than just
the expected value. This allows the agent to account for the variability and uncertainty in the
environment, leading to more informed decision-making. By modeling the full distribution of
returns, the critic can provide richer feedback to the actor, improving the quality of the policy
updates.

In our approach, quantile regression is employed to enhance the agent's learning process. By
minimizing the weighted pairwise Huber regression loss across different quantile fractions, the
method effectively handles outliers in reward distributions. Our approach integrates
distributional returns to capture the variability in rewards and actions, enhancing risk-sensitivity.
Additionally, we employ Double Learning to address the overestimation problem prevalent in
off-policy RL. By training two networks with identical structures to fit a conservative target, we
mitigate bias in value estimation and improve the accuracy of our policy's performance.
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4 Results

4.1 Outcome of DSAC Algorithm 1: IQN + SAC

Figure 2. A comparison of the DSAC IQN variant’s performance with SAC in 5 environments.
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4.2 Outcome of DSAC Algorithm 2: QR-DQN + SAC

Figure 3. A comparison of the DSAC QR-DQN variant’s performance with SAC in 5

environments.
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4.3 Comparison of the DSAC variants

Comparison of Average Returns

Figure 4. A comparison of the DSAC QR-DQN and IQN variants’ average returns over 30,000

steps.
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Comparison of Average Training Times

Figure 5. A comparison of the DSAC QR-DQN and IQN variants’ training times over 30,000

steps.
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5 Discussion, Limitations, and Suggestions

In this work we sought to extend on the research of Ma et al., hoping to uphold our assumptions
that the DSAC algorithm outperforms other well-known SAC methods. In addition, we
compared the different variants of DSAC: IQN and QR-DQN. We found the results to vary based
on what was being compared

Depending on the environment each algorithm was being tested in, the results yielded either did
or did not back up our claims. In the case of the ant environment, both DSAC variants
outperform the SAC algorithm. However, the results from the Humanoid environment do not
display higher returns, retaining this performance throughout the ten thousand steps that it was
tested on. Therefore at this point in time, we cannot conclude on the consistency of the DSAC
algorithm. However, in general, the algorithm does produce higher returns (rewards) while
requiring shorter training times.

Research demands the input of countless hours and experiment runs before researchers can be
certain of the results. Reinforcement learning is a type of machine learning that requires an
algorithm to run for an adequate amount of time before it has the ability to return what it has
learned. Because of this, we were not able to run our algorithms many times. This limited our
data and may have skewed our interpretation of DSAC’s effectiveness. If we had obtained a
larger data set, would it have shown that one variant of DSAC did not outperform another? We
can observe a similar situation with SAC. While it outperformed DSAC and its variants within a
range of ten thousand steps, the method begins to fall short when compared within a range of
thirty thousand steps.

While our research still remains in its elementary stage, we can already recognize the
implications that our results have on the industries that utilize existing reinforcement learning
technologies. This new algorithm has the potential to speed up processes while generating better
performance. However, our experience of only testing the algorithm through Mujoco’s existing
environments means that we are unable to guarantee its effectiveness when tested with real-life
applications.

One potential next step that we could take is to test our algorithm using the Atari-57 benchmark,
a benchmark that assesses the performance of agents using games from Atari 2600 in the Arcade
Learning Environment. How well the DSAC agents perform in these sets of games compared to
human-normalized scores and the scores of other reinforcement learning algorithms is a strong
indication of its learning abilities, which could then extend to more impressive simulations.
Another potential next step can be testing a Fully Parameterized Quantile Function (FQF) variant
with SAC. The DRL variant of FQF has proven to show significant improvement over previous
DRL algorithms across 55 Atari 2600 games [5]. Perhaps combining FQF and SAC can provide
more effective and consistent results than SAC-IQN or SAC-QR-DQN.

Ultimately, this study highlights the importance of utilizing DSAC algorithms to train models
effectively in a relatively short time period. The results of this paper suggest that researchers
should explore this topic further as it may hold a significant real-world impact across a variety of
fields.
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