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Abstract

Enhancer of zeste homolog 2 (EZH2), a histone-lysine N-methyltransferase enzyme encoded by
the EZH2 gene, has recently become a key target in drug discovery due to its carcinogenic
properties. EZH2 primarily functions as a gene silencer through its role in transcriptional
repression. A part of the polycomb repressive complex 2 (PRC2), it also plays a key role in stem
cell pluripotency and cell differentiation. When mutated or overexpressed, however, EZH2 has
been linked to the excessive inhibition of tumor suppressor genes, resulting in the growth of
various cancers. Additionally, dysregulation of EZH?2 is tied to accelerated cell proliferation as
well as prolonged cell survival, both of which are telltale biomarkers of cancer development.

In this bioinformatics project, we develop and evaluate machine learning models to predict the
activity of potential EZH2 inhibitors. We aim to create a framework for computational drug
discovery and novel cancer therapies. Using a curated bioactivity dataset from the ChEMBL
database, we preprocess our data and perform exploratory analysis based on Lipinski’s Rule of
Five. We then remove low-variance features and split the data into training and testing sets to
train our models. Ultimately, we employ various regression algorithms to predict pIC50 values,
an indicator of inhibitory potency, and assess model performance through metrics such as
R-squared and RMSE, visualized with scatter plots and bar charts.

Background

The PRC2 complex is an epigenetic regulator that controls the expression of transcription factors
in almost all eukaryotic cells. It plays an essential role in stem cell differentiation, maintaining
gene expression states, and preventing irregular transcription. The core components of the PRC2
complex are the embryonic ectoderm development (EED) protein, the suppressor of zeste 12
(SUZ12), and the enhancer of zeste homolog 1 or 2 (EZH1/2). This research paper focuses on
EZH2, a part of the PRC2 complex, and its inhibition as a method of cancer treatment.

EZH?2 is involved in the cell cycle, cell differentiation, and apoptosis among other processes. Its
primary role is to catalyze the methylation of the H3 histone. This causes the inhibition of target
genes, which often includes tumor suppressor genes. Numerous diseases arise from the abnormal
methylation of histone, which causes the activation or suppression of gene transcriptional



activity. In many cancers, overexpression or mutation of EZH2 correlates with accelerated cell
proliferation and survival, as seen in melanoma and breast cancer.

For EZH2 to function, it requires the S-adenosylmethionine (SAM) molecule, which acts as a
cofactor for DNA and histone methyltransferase activities. The methyl group of SAM donates a
methyl group for these methyltransferase reactions. This process is facilitated by the sulfonium
ion in SAM, a high-energy component that activates the attached carbons for nucleophilic attack.
After donating its methyl group, SAM is converted into SAH, which inhibits methyltransferase
activities.

In recent years, the inhibition of EZH2 has been seen as a promising cancer treatment strategy.
Ongoing experiments include destroying the PRC2 complex as a whole, indirect inhibition
through EZH2’s binding partners SUZ12 and EED, and direct inhibition of EZH2 itself.
Identifying effective EZH2 inhibitors is crucial for cancer treatment development because they
can limit tumor cell proliferation by counteracting the suppression of tumor-suppressing genes.
Moreover, EZH2 inhibitors may enhance the efficacy of other cancer therapies.

Current Inhibitors, Molecular Docking, and Challenges in Discovery

Currently, there are two principal types of EZH2 inhibitors. S-adenosyl-L-homocysteine (SAH)
hydrolase inhibitors work by increasing SAH levels, thereby indirectly inhibiting EZH2.
Conversely, S-adenosylmethionine (SAM) inhibitors act as competitive inhibitors of the SAM
molecule. They function by attaching to the SAM-binding site, preventing the SAM cofactor
from binding, which in turn halts the methylation process.

The most widely recognized EZH?2 inhibitor is Tazemetostat, the only FDA approved drug of its
kind. As a SAM competitive inhibitor, Tazemetostat has demonstrated significant potential in the
treatment of Epithelioid Sarcoma and Follicular Lymphoma. Other promising inhibitors under
development include GSK-126, GSK-343, and EI1.
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Figure 1: Docking interactions of EZH2 inhibitors with a human EZH2 protein.
The left images depict the binding of GSK503, while the right two images depict the binding interactions of
Tazemetostat (EPZ-6438).

As an initial screening test, we used SwissDock to validate current EZH2 inhibitors by docking
them against the EZH2 protein structure. After preparing the protein and ligand structures in the
software, we conducted blind docking simulations to explore all potential binding sites, as shown
in Figure 1. The docking results were analyzed based on binding affinity scores, and the top
poses were visualized to examine key interactions between the ligand and EZH2. This validation
helped confirm the binding potential of current experimental compounds, supporting their
biocompatibility as potential inhibitors.

While current inhibitors exist, the discovery of new EZH?2 inhibitors presents numerous
challenges. The process is exceptionally time-consuming and costly, with many candidates
failing at the preclinical stage. Computer-aided drug discovery mitigates these challenges by
utilizing pre-existing data on ligand properties, 3D structures, and extensive libraries of drug-like
small molecules as an alternative to traditional methods. In silico drug discovery enables the
testing of molecules in diverse ways, assessing their interactions with other molecules, and
evaluating their efficacy prior to any in vitro or in vivo testing.

Computer Aided Drug Design Approaches to Drug Discovery Efforts

It typically takes between 10 to 15 years and over $2 billion for a new medicine to become
available at pharmacies (Katz, 2021). Traditionally, drug discovery focused on natural products
is the primary source of new drugs, but it has since evolved to emphasize high-throughput
synthesis and combinatorial chemistry methods. Drug discovery costs differ greatly depending
on the therapeutic specificities, with oncological therapeutics capitalized expenses reaching as
high as $1.2 billion, one of the most costly in the industry (Mullard, 2024).

CADD, otherwise known as Computer-Aided Drug Design, leverages drug designing and
discovery through a variety of approaches, but is mainly categorized into two primary methods:
Structure-Based Drug Design (SBDD) and Ligand-Based Drug Design (LBDD). SBDD uses
three-dimensional structure datasets of target proteins to design molecules that can bind
effectively, relying on methods like molecular docking, virtual screening, and molecular
dynamics. On the other hand, LBDD doesn't require the protein's structure— instead, it analyzes
known ligands to predict new drug candidates, often using quantitative structure-activity
relationships (QSAR) or PK/PD modeling to predict the pharmacokinetic profile of drug
candidates.

Machine learning (ML) models used in drug discovery usually predict molecular properties,
identify potential drug targets, and optimize drug candidates. ML is categorized into different



methods: Supervised, Unsupervised, Semi-Supervised, and Reinforcement Learning. Supervised
learning uses labeled datasets to predict outcomes through algorithms like Classification and
Regression. Unsupervised learning, with techniques such as Clustering and Association, analyzes
unlabeled data to group or find relationships. Semi-Supervised learning combines labeled and
unlabeled data to improve model accuracy, while Reinforcement Learning involves training
models through trial and error with rewards or penalties to achieve goals. Using these types of
learning modalities, we can predict interactions more accurately between molecules and
biological targets, helping to identify promising compounds early in the process. ML models in
drug discovery are particularly effective at predicting molecular properties, identifying potential
drug targets, optimizing candidates, and conducting virtual screening to evaluate large compound
libraries efficiently.

Deep learning as a CADD method is a currently anticipated technology to be worked on, as it’s
known to significantly enhance accuracy and automation in data processing. Unlike traditional
machine learning methods, deep learning minimizes the need for extensive human intervention
by using multiple layers of neural networks to autonomously extract and learn complex patterns
from large datasets. This capability can be applied to drug development processes where it can
automate predictions of biomolecular targets, identify potential off-target interactions, and
anticipate adverse effects overall through a model of different neural networks. Some popular
and seemingly impressive examples of deep learning being used in current drug discovery
include Graph Neural Networks (GNNs) and Variational Autoencoders. GNNs excel at modeling
complex molecular structures and interactions by representing molecules as graphs, enabling
more accurate predictions of molecular properties and drug interactions. Variational
Autoencoders are used for generating novel molecular structures by learning latent
representations of molecules, which helps in designing new drugs with specific desirable
properties.

In the case of our project, we utilized CADD and its two broad approaches with techniques such
as molecular docking for Structure-Based Drug Design (SBDD) and PK/PD modeling
(pica50/EDA) for Ligand-Based Drug Design (LBDD). This combination allowed us to
thoroughly evaluate computational features and integrate methods to achieve the most optimized
results for an effective EZH2 inhibitor. Machine learning models ultimately accelerated this
process by predicting molecular interactions and enhancing the overall efficiency of the drug
discovery pipeline.

Methodology and Results
Data Collection and Preprocessing: As aforementioned, our project began with data collection

and preprocessing. Through utilization of the chembl webresource client and the pandas
libraries we were able to directly interact with the ChEMBL database and manipulate the data we



pulled from it. We first selected our target EZH2 enzyme and searched for all its potential
inhibitory compounds in the ChEMBL database, leaving us with around 1500 data points.
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Figure 2: Initial dataset of inhibitory compounds

Then, for preprocessing, we labeled our data points as active, inactive, or intermediate based on
their standard values, which is a measure of inhibitory potency. We classified standard values
less than 1000 as active, greater than 10,000 as inactive, and any value in between as
intermediate. We also later implemented a data-cleaning function to remove any faulty points
containing NaN values or other missing columns, which had been negatively affecting our
exploratory analysis later in the project.

© def clean_data(df):
Remove all rows with any NaN values from the DataFrame.

Parameters:
df (pd.DataFrame): DataFrame with potential NaN values.

Returns:
pd.DataFrame: Cleaned DataFrame with NaN values removed.

# Drop rows with any NaN values
df_cleaned = df.dropna()

return df_cleaned

# Load your data
df = pd.read_csv('bioactivity_data_raw.csv')

# Clean the data
df_cleaned = clean_data(df)

# Save the cleaned data if needed

df_cleaned. to_csv('bioactivity_data_preprocessed.csv', index=False)

Figure 3: Data cleaning function

Exploratory Data Analysis and Lipinski Descriptors: In our exploratory analysis phase, we
started by installing Miniconda and rdkit to again help manage/manipulate our data as well
as to handle SMILES molecular representations and calculate molecular descriptors. We then
simplified our original dataframe to four columns before calculating the Lipinski Descriptors.
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molecule_chembl_id standard_value bioactivity class canonical_smiles

0 CHEMBL2204995 2900.000 intermediate CCCc1cc(C)[nH]c(=0)c1CNC(=0)c1cc(-c2cecnc(N3CCN...
1 CHEMBL2204998 4500.000 intermediate Cc1ce(C)c(CNC(=0)c2cc(-c3ccc(N4CCN(C)CC4)nel)c...

2 CHEMBL2204995 174.000 active CCCc1cc(C)[nH]c(=0)c1CNC(=0)c1cc(-c2cenc(N3CCN...
3 CHEMBL2204996 1995.000 intermediate Cc1ce(C)c(CNC(=0)c2cc(-c3cenc(N4CCN(C)CC4)cl)c...

4 CHEMBL2204997 79.000 active CCCc1cc(C)[nH]c(=0)c1CNC(=0)c1ce(-c2ccc(N3CCN(...
1350 CHEMBL4641325 22.000 active  Cclcc(C)c(CNC(=0)c2¢(C)n([C@H](C)C3CCN(CC(F)(F...
1351 CHEMBL5188476 0.057 active CSc1ce(C)[nH]e(=0)c1CNC(=0)c1c(C)n([C@ @H](C)[C...
1352 CHEMBL3264787 0.032 active CC1(C)CC(NC(=0)c2ccc(Oc3cccc(-c4ccnncd)c3C#N)c...
1353 CHEMBL3287734 550.000 active Cc1coc2c1C(=0)C(=0)c1c-2ccc2c1CC[C@ @H)(O)[C@]2...
1354 CHEMBL3914083 7.200 intermediate COc1ccee(C(=0)NCc2¢(C)cc(C)[nH]c2=0)c1Cl

1355 rows x 4 columns

Figure 4: Simplified Dataframe

Lipinski Descriptors come from Christopher Lipinski, a scientist at Pfizer who created a general
rule to evaluate the drug-likeness of compounds. Said drug-likeness is based on the
pharmacokinetic profile, or measures of the absorption, distribution, metabolism, and excretion
of a drug. Lipinski’s general rule for drug compounds is that the molecular weight should be less
than 500 daltons, the octanol-water partition coefficient (LogP) less than 5, the number of
hydrogen bond donors less than 5, and the number of hydrogen bond acceptors less than 10. To
calculate these descriptors for our dataset, we created the function 1ipinski.



# Inspired by: https://codeocean.com/explore/capsules?query=tag:data-curation

def lipinski(smiles, verbose=False):

Calculate Lipinski descriptors for a list of SMILES strings.

Parameters:
smiles (list of str): List of SMILES strings.
verbose (bool): If True, print the resulting DataFrame.

Returns:

pd.DataFrame: DataFrame containing Lipinski descriptors.

# Filter out 'nan' values from the input list

smiles = [s for s in smiles if pd.notnull(s) and s != 'nan']

# Convert SMILES strings to RDKit molecule objects
moldata = [Chem.MolFromSmiles(elem) for elem in smiles]

data = []
for mol in moldata:
if mol is not None:

# Calculate Lipinski descriptors
desc_MolWt = Descriptors.MolWt(mol)
desc_MolLogP = Descriptors.MolLogP(mol)
desc_NumHDonors = Lipinski.NumHDonors(mol)
desc_NumHAcceptors = Lipinski.NumHAcceptors(mol)

row = [desc_MolWt, desc_MolLogP, desc_NumHDonors, desc_NumHAcceptors]
data.append(row)

# Define column names for the DataFrame
columnNames = ["MW", "LogP", "NumHDonors", "NumHAcceptors"]

# Create DataFrame with the calculated descriptors
descriptors = pd.DataFrame(data, columns=columnNames)

if verbose:
print(descriptors)

return descriptors

Figure 5: Function to compute lipinski descriptors

We then combined the Lipinski Descriptor dataframe with our previously simplified dataframe to
create Figure 6 shown below.

Y

molecule_chembl_id canonical_smiles standard_value bioactivity_class MW LogP NumHDonors NumHAcceptors
0 CHEMBL2204995 CCCclcc(C)[nH]e(=0)c1CNC(=0)c1cc(-c2cenc(N3CCN. .. 2900.000 intermediate  541.700 4.31022 2 7
1 CHEMBL2204998 Cc1ce(C)c(CNC(=0)c2cc(-c3ccc(N4CCN(C)CC4)ne3)ce... 4500.000 intermediate  513.646 3.66614 2 7
2 CHEMBL2204995 CCCc1cc(C)[nH]c(=0)c1CNC(=0)c1ce(-c2cenc(N3CCN... 174.000 active 541.700 4.31022 2 7
3 CHEMBL2204996 Cc1cc(C)c(CNC(=0)c2cc(-c3cenc(N4CCN(C)CC4)c3)c... 1995.000 intermediate  513.646 3.66614 2 7
4 CHEMBL2204997  CCCcicc(C)InH]c(=0)c1CNC(=0)c1cc(-c2ccc(NSCCN(... 79.000 active 541.700 4.31022 2 7
1350 CHEMBL4641325  Cclcc(C)c(CNC(=0)c2¢(C)n([C@H](C)C3CCN(CC(F)(F... 22.000 active 502.581 5.02016 2 4
1351 CHEMBL5188476  CSc1ce(C)[nH]c(=0)c1CNC(=0)cic(C)n([C@ @H](C)[C... 0.057 active 562.780 5.58134 2 6
1352 CHEMBL3264787 CC1(C)CC(NC(=0)c2ccc(Oc3ecee(-c4cennc4)c3C#N)e... 0.032 active 490.007 5.49998 2 6
1353 CHEMBL3287734 Cc1coc2c1C(=0)C(=0)c1c-2ccc2c1CC[C@ @H)(O)[C@]2... 550.000 active 312.321 2.14862 2 5
1354 CHEMBL3914083 COc1ccec(C(=0)NCc2¢(C)ce(C)[nH]c2=0)c1Cl 7.200 intermediate  320.776 2.58374 2 3

1355 rows x 8 columns

Figure 6: Newly combined dataframe

With our newly created dataframe, we proceeded to convert our standard values into pIC50
values, which is a more useful value for the standardization of our data. pIC50 values are on a
logarithmic scale, making it much easier to use for statistical modeling as well as for the
comparison of inhibitory potency. To make this conversion, we created the functions

norm value and pIC50 to first normalize our standard values and then convert them to pIC50



values. We followed this by removing the “intermediate” bioactivity class to simplify
comparisons.

To visualize our collected and calculated data, we constructed several scatter, bar, and box and
whisker plots comparing different columns from our dataframe. Mann-Whitney U tests were then
performed on each plot to determine the significance of our variables on compound activity.
Figures 7-13 show our visualizations and their respective Mann-Whitney U tests.
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Figure 13: Bioactivity class vs number of hydrogen acceptors and Mann-Whitney U test

After analyzing the results of the Mann-Whitney U tests, we concluded that every variable
besides the number of hydrogen donors and acceptors were statistically significant for our
dataset.

PaDEL-Descriptors and Dataset Preparation: To prepare our data for model building, a
quantitative description of our compounds was required. Downloading the PaDEL-Descriptor
software helped us accomplish this task. PaDEL software is a tool used to generate molecular



fingerprints, which are unique digital representations of a molecule's structure that facilitate the
comparison and analysis of chemical compounds in computational drug discovery. We calculated
the PaDEL-Descriptors for our dataset and put them into an X-axis dataframe. Into a Y-axis
dataframe, we input the pIC50 values.

Regression Models and Results: With our X and Y dataframes prepared, we began model
building. We first removed low variance features and split our data into an 80/20 training to
testing ratio. We then utilized the RandomForestRegressor model for training and imported
seaborn and matplotlib to plot our testing results as depicted in Figure 14. The mean absolute
error, average percent error, and median absolute error follow in Figure 15.
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Figure 14: RandomForestRegressor’s predicted pIC50 values

5~ Mean Absolute Error: 0.6149968674662937
Average Percent Error: 8.96%
Median Absolute Error: 0.47584135255639026

Figure 15: Evaluative statistics for the RandomForestRegressor model

To identify a more accurate model, we utilized the 1azypredict library to rapidly create an
assortment of models. 42 were created in all.. R-squared and RMSE values were then calculated

to provide context and a quantifiable way to measure model accuracy, and these are shown in
Figures 16 and 17.
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Figure 16 (left): R-squared values, Figure 17 (right) RMSE values

From our visualizations, we concluded that the GaussianProcessRegressor model was the
best at predicting pIC50 values. We isolated that model, retrained it, and then reran the model
with our testing data. Its predicted pIC50 values can be seen in Figure 18.
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Figure 18: GaussianProcessRegressor’s predicted pIC50 values

We then again calculated various statistics about our model to evaluate its performance. From
looking at the previous R-squared and RMSE bar plots of the original 42 models, we can see that
the GaussianProcessRegressor model’s R-squared value was approximately 0.75 and its
RMSE value about 0.8. As with the RandomForestRegressor model, the mean absolute error,



average percent error, and median absolute error for the GaussianProcessRegressor model
were calculated and are shown in Figure 19.

=¥ Mean Absolute Error: 0.827462177574051
Average Percent Error: 13.18%
Median Absolute Error: 0.5488562401770318

Figure 19: Evaluative statistics for the GaussianProcessRegressor model

Despite having higher R-squared and lower RMSE values (the higher the R-squared and lower
the RMSE values the better a model generally is), we can see from our calculated statistics that
the GaussianProcessRegressor model actually performs worse than the previously used
RandomForestRegressor model. The mean absolute error, average percent error, and median
absolute error for the GaussianProcessRegressor are all substantially higher than that of the
RandomForestRegressor model. This is likely due to the GaussianProcessRegressor
overfitting to the training data while the RandomForestRegressor regressor remains more
robust with its calculations, making it more accurate for new, unseen data. Such results are
consistent with current researchers’ preferred models, as RandomForestRegressor is generally
deemed better for drug discovery because of its ability to handle complex interactions and noisy
data.

Overall, both of our models proved to be more accurate than we expected, but are likely not
accurate or complex enough for current industry application. pIC50 values are measured on a
logarithmic scale, which implies that a median absolute error of 0.5 (the approximation for both
of our models) corresponds to a multiplicative factor of 10°0.5 in potency predictions. This
factor (1070.5) is approximately 3, indicating that the model's predictions are on average 3 times
higher or lower than the actual potency of the drug. The average percent errors can help us
further understand the precision needed in drug discovery, as relatively low percent errors such
as 8.96% and 13.18% are commonly still not enough for real-world use.

Limitations

It is important for our study to acknowledge the assortment of factors that limited our model’s
efficacy. First, our limited data set. In the process of constructing a machine learning model, a
sufficiently large dataset largely determines model accuracy. Our dataset of 1500 compounds
initially seemed to be more than enough, but soon into our project we realized that it was too
little an amount to achieve percent errors lower than around 8%. Another limitation was our
removal of low-variance features due to a lack of computational power. Our PaDEL-Descriptors
originally had around 800 features for each compound, but a majority of these were classified as
“low-variance” meaning that the features were the same for most compounds and had little
significance in predicting pIC50 values. We reduced the number of features down to



approximately 100 and proceeded from there. However, if we had greater computational power
and used all features regardless of variance level, our model may have been able to create more
nuanced and accurate predictions. Our third primary limitation is associated with the
imperfection of the 1azypredict library. lazypredict is not perfect, and more rigorous
testing of each specific model it created may have yielded different results.

Another consideration to keep in mind when assessing our model is that it only predicts one
aspect of an effective drug— its potency. Analyzing the other characteristics of drugs as described
in ADME (absorption, distribution, metabolism, excretion) is equally important, and evaluations
of compounds are incomplete without looking at these factors. Additionally, our model does not
predict how each specific inhibitor will interact with substances other than EZH2. When
discovering drugs, researchers must extensively study compounds’ off-target effects and the
potential issues that may be encountered in vivo. Our specific in silico model does not have the
capability to do that, and this is again something to take note of.

Future Directions

Future directions for our research range from something as simple as incorporating a more
diverse dataset to complexities such as using hybrid and deep learning models to enhance
prediction accuracy and capture complex interactions. The most advanced studies for current
drug optimization frequently use graph neural networks (GNNs) which are designed to operate
on graph data structures. Molecules can be naturally represented as graphs, with atoms as nodes
and bonds as edges. GNNs can then process and capture complex relationships from these graphs
to predict properties such as solubility, toxicity, or binding affinity. GNNs take drug discovery a
step further than our regression models and are just one path we could pursue as we continue our
research.

Conclusion

Ultimately, despite our model’s imperfections, optimizing drug compounds through machine
learning is an extremely viable method for novel drug discovery. Computational methods are
cost, resource, and time efficient and are the future of preclinical drug discovery. Our specific
model lacks the complexity required for use in the pharmaceutical industry, but with an increased
dataset as well as greater computational power, similar methods for drug optimization are
undoubtedly promising. With limited resources and coding experience, our team was able to
create and evaluate machine learning models that achieved sub-10% errors in predicting drug
potency, and this itself is a solid framework to build upon. Future endeavors will likely
incorporate the use of more advanced model types and methods such as graph neural networks,
multi-modal models, and deep learning techniques. Experimentation with these tools may reveal
more unique and nuanced avenues for drug discovery and could be used to advance upon the
regression models used in this project.
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